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Abstract - This paper investigates data-driven surrogate models for predicting the response of a highly dynamic
driving simulator motion system from motion-cueing setpoints. Given the objective to replicate a specific simulator,
real-world data was systematically collected using the simulator motion system and multiple data-driven model-
ing approaches were investigated. The paper evaluates a rollout training method for NARX models, to improve
closed-loop stability. The NARX model examined is based on a physically motivated non-uniform lag window. A
temporal-band ablation study analyzes the influence of individual segments of the lag window on model perfor-
mance. The results demonstrate that rollout-aware training and physically motivated temporal input design are
critical for accurate modeling of the driving simulator motion response.
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Introduction
Dynamic simulators have become indispensable
tools for human-in-the-loop studies in the automotive,
aeronautic and related industries. Realistic simula-
tor motion is a key factor to ensure high immersion
for the driver (Ronellenfitsch, et al., 2019; Schöner,
Häcker, and Nagel, 2026). The motion systems, in-
cluding actuation hardware, control algorithms, sen-
sors and motion cueing algorithms, are typically cus-
tom tailored to the specific simulator’s use case. To
account for custom hardware and requirements, mo-
tion algorithms are often tuned and tested on the final
hardware, where the full control and actuation chain
can be evaluated in combination. Although accurate
models of the control, actuator, and sensor chain do
exist, they are in most cases tightly coupled to real-
time execution.

However, many dynamic simulators are unique, com-
plex, and expensive systems, and are therefore
scarce development resources that are more often
reserved for operation than for extended testing and
tuning (Schöner, Häcker, and Nagel, 2026). This cre-
ates a strong dependence on hardware availability
when developing and evaluating control and motion-
cueing algorithms. The aim of this paper is to reduce
that dependence by proposing a surrogate model
that reproduces the dynamic behavior of the simu-
lator motion system. For such a surrogate to be use-
ful, it must accurately reproduce the acceleration re-
sponse, remain stable during long closed-loop roll-
outs, capture response timing realistically, and be ef-
ficient enough for offline development workflows.

This paper investigates a data-driven approach to
modeling the entire signal chain of the simulator
motion system, including both digital and physical
process steps. The objective is to predict the mea-
sured simulator response directly from motion-cueing
setpoints using surrogate models trained on real-
hardware data. A special focus is placed on multi-
step rollout training and the temporal design of a
learned Nonlinear AutoRegressive with eXogenous
inputs (NARX) model that replicates the dynamic
behavior of the simulator. In particular, the paper
examines how rollout-aware training affects closed-
loop stability, how a physically motivated non-uniform
temporal context influences model performance, and
how these design choices compare with simpler lin-
ear and nonlinear baseline models.

Research Question
This study evaluates whether data-driven modeling of
a motion system can bridge the gap between compu-
tational efficiency and physical accuracy. We investi-
gate this through the following research questions:

• Q1: Can data-driven surrogate models accurately
reproduce the dynamic response of a driving simu-
lator motion system from motion-cueing setpoints?

• Q2: Does rollout-aware training improve the
closed-loop stability and predictive accuracy of
NARX models compared with single-step training?

• Q3: How does a physically motivated non-uniform
temporal input design influence NARX model per-
formance?
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Models
All models in this work predict the measured accel-
erations of the motion system for seven degrees of
freedom: platform accelerations for Rx, Ry, Rz, Tx,
Ty, Tz and rail acceleration. To reduce the model’s
complexity and enforce consistent derivatives, veloc-
ity and position are not predicted directly, but instead
they are propagated by semi-implicit Euler integration
during both rollout training and inference.

At each timestep the model receives the current and
past motion-cueing setpoints together with autore-
gressive feedback derived from previous predictions.
In closed-loop inference the model is fed only its own
predicted state, so even small acceleration errors can
accumulate through the integration loop and destabi-
lize long runs. Model quality therefore depends not
only on the model class, but also on temporal context
and rollout training.

The paper uses a compact progression of four mod-
els:

Passthrough: The passthrough baseline forwards
input commands directly, capturing neither platform
dynamics nor system nonlinearities.

ARX: The Autoregressive with eXogenous inputs
(ARX) model is the simplest learned baseline. It pre-
dicts acceleration from a lagged window of setpoints
and past outputs using linear least-squares regres-
sion (Ljung, 1999; Verhaegen and Verdult, 2007).
The ARX model tests whether a purely linear autore-
gressive model is sufficient to capture the platform
response. It is a linear ridge-regression model with a
12-step lag window, additional static 8 ms delay and
fitted analytically.

NARX: The first neural baseline is a nonlinear au-
toregressive model trained with a single-step objec-
tive (k=1) (Billings, 2013; Lin, et al., 1997). It uses
the same general NARX structure as the final model
but is optimized only for short-horizon prediction. The
network is a two-hidden-layer MLP (1344-256-256-7,
Tanh activations) trained with AdamW (10−3) for 60
epochs with validation-based learning-rate decay.

NARX (rollout, k=20): The final model is a NARX
network trained with multi-step rollout loss using a
temporally structured input design. It is unrolled for
k=20 steps during training and optimized over the re-
sulting closed-loop trajectory. The input indices follow
the banded structure in Figure 2, spanning sensor
and pre-delay context (0–7 ms), the dominant sys-
tem delay region (8–30 ms), and longer-range con-
text (32–192 ms) (Lin, et al., 1997; Peddinti, Povey,
and Khudanpur, 2015). Short-range inputs capture
sensor and signal-processing dynamics, mid-range
inputs capture the delay between setpoints and simu-
lator response, and long-range inputs capture slower
actuator corrections that prevent velocity and position
drift. The rollout training objective is

Lrollout = 1
k

k−1∑
j=0

∥ât+j − at+j∥2
2 , (1)

which reduces to ordinary single-step training for k=1
and directly penalizes error accumulation for k > 1.
This is the final model evaluated in the paper.

The two key ablation studies directly correspond to
these two design choices. First, a rollout-horizon
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Figure 1: Schematic overview of the evaluated model
classes and their integration with the Euler-based state

update used during closed-loop rollout.

sweep tests how the training horizon k affects closed-
loop stability. Second, a leave-one-band-out study
tests which temporal context bands are most impor-
tant for accurate and stable prediction. Figure 1 sum-
marizes the selected model classes and their role
within the surrogate modeling pipeline.
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Figure 2: Temporal index design of the final NARX model
and the corresponding leave-one-band-out ablations. The
index set covers short-range context, the platform delay

zone, and sparse long-range context.

Data Sets
The data used in this work consists exclusively of
recordings captured on real hardware to reflect the
actual dynamic behavior of the simulator motion sys-
tem. The data distribution was chosen to balance
broad coverage with realistic operating conditions.
Controlled excitation data is required to systemat-
ically uncover the system dynamics, while natural
driving data provides combined motions that are par-
ticularly valuable for validation.
The recordings come from ika’s highly dynamic driv-
ing simulator, a 7-DoF motion system consisting of a
Stewart platform and a rail axis. The dataset contains
21 reference setpoint signals and 21 measured mo-
tion signals, both sampled at 1 kHz. These signals
are accelerations, velocities, and positions for the six
platform degrees of freedom and the rail axis. The
full measured motion vector is used during teacher-
forced training, to initialize rollouts, and as reference
data during training, validation, and final evaluation.
The core dataset consists of systematically designed
sine-sweep experiments. Each run excites one de-
gree of freedom with a sine sweep, while another de-
gree of freedom is superimposed with a sinusoidal
disturbance. This provides broad dynamic coverage
while also introducing interactions between the axes.
Data were recorded for three disturbance frequency
ranges, resulting in a total of 147 runs, each lasting
approximately 70 s.
The second dataset consists of step-response-like
commands in which the system response is recorded
up to approximately 70% of the system’s capacity
and the degrees of freedom are excited individually
(Russ, et al., 2024). This dataset consists of 14 runs
of approximately 4 to 11 minutes and is used to inves-
tigate generalization beyond the sine-sweep range
and closer to the system limits.
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The third dataset comprises 15 drives from real-world
simulator operation recorded by human drivers in the
simulator. Most of these runs last 10 minutes and
produce natural motion profiles with combined move-
ments across all degrees of freedom.
Each dataset is split independently into training, val-
idation, and evaluation subsets using a fixed-seed
randomized 70/10/20 partition at the level of com-
plete runs, such that no run is split internally and no
global split across datasets is performed.

Results and Discussion
Models are evaluated on an eval set of runs not used
during training or validation. Inference is performed
in full closed-loop rollout: predicted accelerations, ve-
locities, and positions are fed back as context at ev-
ery step with no teacher forcing, matching the condi-
tions of real deployment.
The acceleration RMSE is the primary metric. Inte-
grated velocity and position serve as indicators of
long-run stability. Latency is the cross-correlation lag
between predicted and measured signals, searched
at 1 ms resolution over ±100 ms.
Teacher-forced (TF) RMSE measures single-step
prediction accuracy with ground-truth state feedback
at every step, isolating model fit from closed-loop er-
ror accumulation, whereas rollout RMSE reflects true
deployment conditions with no teacher forcing. Ta-
ble 1 summarizes the selected main-model compari-
son.

Discussion
Among the selected learned models, the rollout-
trained NARX achieves the best acceleration accu-
racy by a wide margin, reducing the mean 6-DOF
acceleration RMSE from 0.042 for passthrough to
0.021. It also achieves near-zero latency (−0.4 ms
mean) and keeps rail-position drift small over full-
rollout inference. This combination makes it the most
practical surrogate in the selected set.
The ARX baseline performs worse than passthrough
and diverges catastrophically on the rail axis. A
purely linear lagged model cannot reliably capture
the nonlinear and long-horizon behavior of the motion
platform in closed loop, as small persistent accelera-
tion errors accumulate through Euler integration into
growing position drift, which is then fed back as state,
amplifying subsequent errors.
The single-step NARX model is much faster than
passthrough and can fit short-horizon structure, but
it becomes unstable when evaluated in true closed-
loop rollout. Its mean acceleration RMSE is an or-
der of magnitude worse than the final rollout-trained
model, and its mean acceleration latency shifts to
+27.7 ms. This large timing error is a clear symptom
of exposure bias: the model is trained on ground-truth
state feedback but evaluated on its own predictions.
Figure 3 illustrates this contrast on a representative
closed-loop rollout from the sine-sweep dataset.
Figure 4 shows the effect of the rollout horizon k on
the NARX model. Single-step training (k=1) yields
dramatically worse full-run performance than rollout
training, confirming that validation under teacher forc-
ing is a poor proxy for deployment behavior. Perfor-
mance improves strongly from k=1 to k=20 and then
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Figure 3: Representative 10-second closed-loop rollout from
a held-out evaluation run. The rollout-trained NARX tracks
platform and rail acceleration closely, while passthrough

shows the raw system delay and weaker models show larger
rollout errors.

saturates, which motivates the choice of k=20 for the
final model.
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Figure 4: Effect of rollout horizon k on mean acceleration
RMSE over the full evaluation set. Single-step training (k=1)

is catastrophically worse than rollout training. Accuracy
improves strongly up to k=20 and then largely saturates.

Figure 5 quantifies the contribution of each tempo-
ral band in the NARX model. The delay-early band
(8–11 ms) and the medium band (32–80 ms) are es-
pecially important. Removing either causes a large
accuracy drop, and removing the delay-early band
nearly returns the model to passthrough-level per-
formance. This supports the physically motivated
design, with dense coverage in the short-lag and
platform-delay zones, while sparse long-range con-
text captures slower memory effects.
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Figure 5: Acceleration RMSE increase relative to the full
NARX model when each temporal band is removed. Bands in

the physical delay region and long-range context region
contribute most strongly to the final model’s performance.

The passthrough baseline preserves the raw plat-
form delay of roughly 12 ms, whereas the final rollout-
trained NARX model brings the mean acceleration
latency close to zero. This indicates that the learned
model does not merely reduce amplitude error, but
also reproduces the timing of the physical system re-
sponse much more faithfully than the baseline mod-
els.
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Table 1: Evaluation results on the held-out eval set (mean over runs). Acc RMSE is averaged over Rx–Tz. Rail quantities are
reported separately. Latency is the mean acceleration cross-correlation lag, and RTF denotes faster-than-real-time execution for

values above 1.

Model TF Acc TF Rail Rollout Acc Rollout Rail Rail Pos Latency (ms) RTF
Passthrough 0.072 0.165 0.042 0.127 0.009 −12.6 131
ARX 0.015 0.055 1.625 6576.910 4.2×106 +1.7 27.7
NARX 0.014 0.016 0.429 1.539 458.776 +27.7 5.1
NARX (rollout, k=20) 0.036 0.068 0.021 0.082 0.020 −0.4 5.8

Conclusions and Implications
This paper evaluates whether data-driven surro-
gate models can reproduce a simulator’s motion
response directly from motion setpoints, whether
rollout-aware training improves closed-loop stabil-
ity over single-step training, and how a physically
motivated non-uniform temporal input design influ-
ences model performance. ARX, single-step NARX,
and rollout-trained NARX were evaluated using real-
hardware data and a passthrough reference model.

All data-driven models examined were able to pre-
dict the simulator’s acceleration accurately under
teacher forcing. However, both the ARX model and
the single-step NARX model degraded strongly in
closed-loop rollout in comparison to passthrough pre-
diction. Despite its strong performance under teacher
forcing, the single-step NARX model increased from
a teacher-forced platform acceleration RMSE of ap-
proximately 0.014 to a rollout platform acceleration
RMSE of approximately 0.429, confirming that single-
step training is insufficient for closed-loop deploy-
ment Q2. With respect to Q3, the results indicate
that the temporal design of a NARX model is a key
factor influencing prediction quality. In particular, the
delay-early band (8–11 ms) and the long-range con-
text band (32–80 ms) have the strongest influence on
accuracy, supporting the use of dense delay-region
coverage together with sparse longer-range context.

The NARX model trained using the rollout method
offered the best overall trade-off between accuracy,
stability, and timing. The model, trained with a 20-
step rollout, achieved the best overall accuracy for
acceleration in the closed-loop system. The rollout
acceleration RMSE was approximately 0.021, com-
pared to 0.042 for the passthrough. Also noteworthy
is the latency of approximately −0.4 ms, which differs
significantly from the passthrough latency, which cor-
responds to the average system latency of approxi-
mately −12.6 ms Q1.

Future Work
In addition to refining the temporal design of the
NARX model, velocity and position prediction via Eu-
ler integration currently represents a significant lim-
itation. The model is trained using real-world mea-
sured accelerations, velocities, and positions, which
do not exhibit exact differential properties due to
measurement errors. In the current model descrip-
tion, this limitation inevitably leads to a trade-off be-
tween stability and accuracy. If necessary, a model
that distinguishes between internal and measured
states is conceivable.

In future studies, the model should be validated on
additional simulators. Furthermore, data for setpoints
beyond system limits could teach limit handling, and

the models robustness for real-world operating con-
ditions could be improved by collecting additional
data under real-world study conditions. Furthermore,
the proposed NARX approach should be directly
compared with recurrent sequence models such as
LSTMs, which may capture longer temporal horizons.
Rollout-capable NARX surrogates with a physically
motivated temporal input design are promising tools
for the offline development and benchmarking of
motion-cueing algorithms.
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